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The library at a glance

A temporary fork of Dlib, the open-source C++ machine
learning library. Each mechanism is designed,
demonstrated by a runnable example, measured and
stabilised here, then proposed to Dlib itself.

C++14 Boost Software License 1.0

No Python in the chain CUDA and OpenVINO

The path of each mechanism

Design ][ Example ][ Measure ]m
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example programs, one
per mechanism

contributions already
merged into Dlib

model architectures read
from GGUF files

Python dependency in
the chain




A temporary fork that feeds Dlib and the products
¥ ¥ ¥ ¥

August and September
January to July 2025 September and October
2024 October to December 2024 2 e
o . . " transformer examples, BPE 025
RMS normalization, dropout, embeddings, plane-wise matrix . ) N . X .
. X tokenizer, linear and reshaping adaptive computation time, ARC-
- transposition, lower triangular product
fork layers AGI loader
mask
. i ) 4
Dlib-Transformer-extensions, . . . 7\ >
the temporary fork N o/ /
Design Example Measure Stabilise
a mechanism from recent arunnable program, against a reference, with a ) . R
interfaces, tests, serialization
research examples/sim_* report
the products are built on the stabilised mechanisms
‘ Pseudalis ’ ‘ Albireo ’
Fourteen contributions merged into Dlib so far. The fork ends when the last mechanism has gone v
tream.
Products upstream O >

Why a fork What returns What it enables

Language models move faster than a Fourteen contributions merged into Albireo and Pseudalis are built on the
reference library can accept additions. Dlib between August 2024 and October mechanisms the fork has stabilised.
2025.
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From an open-weight model

GGUF container
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Without recompiling
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for the whole life of a mode

Import . Specialise Derive Deliver
P ) Dlib network . p. i o . )
read, detect, check, emit, extract, ) X continued training, LORA or DORA, distil into a smaller student, prune compile the model into a program, or
a static type whose weights are .
repack i . answer-only loss whole blocks serve it
. ordinary trainable parameters K o X )
slm_gguf_import_ex slm_lora_finetune_ex slm_distill_ex Albireo, Pseudalis
A
BPE tokenizer Foundation training Instruct
trained on the corpus, saved with Cygnus: GOA attention and question and answer pairs, chat J
the model mixture of experts template
bpe_tokenizer slm_cygnus_foundation_ex slm_cygnus_instruct_ex
Dynamic runtime
: " Both paths drive the same generation core and
architecture resolved from the metadata when the file is loaded; quantized Conversation and service P 8

weights read in place
slm_gguf_runtime_ex

interactive chat, web interface, endpoint compatible with the OpenAl interface
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are checked position by position against a
reference implementation.



The architecture, layer by layer

Products

Usable alone

personal data protection in preparation

Albireo Pseudalis Training extension
language models on the computer

A tokenizer without the runtime,
the vision tower without a
’ ‘ language model.

Services

Signed updates

portable, AVX2, AVX-VNNI, OpenVINO, CUDA OpenAl-compatible interface chat, projects, agent feed, catalog, hashes

Inference engines ’ ‘ Local HTTPS service ’ ‘ Web application
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Below the network

Layers

Tokenizers GGUF

BPE, vocabularies of imported s import, dynamic runtime . d rar el V2| g, i er M e m O ru eXte n S i O n a n d d eViCe
routing need no change to a
Dlib model.

Tensors Network framework Optimizers Images and data
host and CUDA layers as types, serialization AdamW, schedules loaders, transforms

No Python

X86-64 processors \ ‘ Intel NPU and integrated GPU ’ ‘ NVIDIA graphics processors

AVX2, AVX-VNNI, AVX-512 VNNI through OpenVINO through CUDA One Ianguage from the tensor
operations to the installer.
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Cygnus, the target architecture

Grouped query attention

At infe

nly a fraction of the parameters works for each token: sparse routing in the feed-forward sublayer, cached keys

and values in the attention.

Query heads share fewer key
and value heads, with rotary
position encoding.

Router
keeps the top k of E experts for each token

Experts, SwiGLU feed-forward

B = [E] =

Token embedding
BPE tokens

+

4{ RMSNorm H Logits

Mixture of experts

A router Keeps the top Kk experts
for each token.

Example of grouping

8 query heads

of the selected experts

‘ Weighted sum
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Key and value cache

the prompt is read once, then one token
per step

The prompt is read once, then
one token per step.
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Open-weight models, imported and verified

0. Read 1. Detect 2. Check 3. Emit 4. Extract 5. Repack

the GGUF container the architecture the available layers a Dlib model header the tokenizer the weights

gguf_reader a neutral model_spec compatibility report a network type per model round-trip test dequantizgd on the way

What the imported network is uspd for

Probe the logits Convert Converse TN
each position of a prompt is compared with the dynamic a self-contained .dat file: the network, its weights and its the chat template of the model, the same generation core as . ) s . .
. . . . R . fine-tuning, adapters, distillation and pruning apply to it as to
runtime and with an external reference implementation tokenizer the service .
any Dlib network
--probe-logits --convert --chat

Twelve architectures Verified Trainable

llama, mistral, semma, qwen and Each position of a prompt is compared The imported network is an ordinary
granite families, dense and mixture of with a reference implementation. Dlib network.
experts.
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Specialise and derive a model

LoRA and DoRA Distillation

Adapters on the attention and feed-forward paths, merged A student of another architecture learns from the logits of
into the weights afterwards. a teacher.

slm_lora_finetune_ex stm_distill_ex

Depth pruning Embeddings and search

Whole blocks of a published model are removed, and the A folder of documents is indexed and answers a question
rest repaired by distillation. with the passage that matches it.

slm_prune_distill slm_embed_ex
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Memory and devices, handled below the network

V’RAM: residency of tensor blocks under a budget

Graphics card
blo

ng read now

Pinned host memory
blocks read recently

faster

Memory-mapped store on disk
blocks at rest

Residency policy
guided only by the sequence of accesses that the run reveals; no network, layer or training loop changes
enable_extended_memory (budget)

Measured on @ model of 270 million parameters, batch of 8

Worsingsettrainad _ HR0eE

Memory of the card [ ] 12,288 MiB

Budget given to V'RAM [ J 8,192 MiB
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Device routing: each operation runs where it was measured fastest

Tensor operation
matrix product, softmax, activation, convolution, with its shape

timed timed timed

Host Intel NPU Integrated GPU

processor kernels chosen at run
time through OpenVINO through OpenVINO

The fastest device keeps this shape
a computer without these devices runs exactly as before
slm_npu_offload_ex

Measured on an Intel Core Ultra 9 275HX: a training step of a small transformer takes 63.3 ms with routing, against 97.4 ms on
the host alone.
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17506 MiB

working set trained on a card of
12,288 MiB

1.4%

cost of training against a fully
resident run

63.3 ms

training step with routing, against
974 ms on the host



Measured on ordinary hardware

Generation, tokens per second Reading a prompt, tokens per second

1 2 4 250 -
I
200 -
NVIDIA CUDA, RTX 5070 Ti Laptop GPU 56.8 154
150
126 125
100 -
50 -
Processor, 24 threads 23.6
0 l
AVX-VNNI AVX2

B Integer kernels M Floating point

Left: Qwen3-VL 4B in Q4_K_M. Right: prompt of 512 tokens, Qwen3 0.6B, two cores.
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24 examples, one per mechanism

First models

A character-level model,

then the canonical

transformer.

Vision

Vision tower, CIFAR-10
classifier, Barlow Twins.
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Attention variants

Grouped queries,
adaptive computation
time, fused attention.

Memory and devices

A network larger than the
card, NPU routing.

The Cygnus series

Foundation training, then
instruction tuning and
chat.

Reasoning and
applications

Sudoku and ARC-AGI,
anonymization,
compression.
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Open-weight models

GGUF import and runtime,

LoRA, distillation,
embeddings.

examples/slm_*

Documentation that
always stays up to date.




From the library to the products

e 2 Albireo Pseudalis
o Language models that run on your own Personal data protection for documents, on

computer your computer
56.8 tokens per second on a laptop GPU 0.946 F1 of the detector, five languages
22 models in the signed catalog 41'000 characters read per second
5 Er\\/g”ijr:zs: Gtk el M einel Gl 40 countries with verified numbers
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What is being stabilised now

OLoRA Preference Mixture of experts, A model of the library
optimisation static path

Keep the frozen base DPO with the frozen Make these models A small language model

quantized in memory reference taken from the trainable and convertible with a topology and a

during fine-tuning. same network. like the others. vocabulary chosen here.

@® Inline with P16

The work pursues the objectives of P16, the France 2030 programme led by Inria for sovereigh, open and interoperable

Al libraries. Cydral Technology intends to seek its support.
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Use the library, or contribute to
its development

sithub.com/Cydral/Dlib-Transformer-extensions
cydral-technology.eu/en/research/library/
cydral-technology.eu/en/contact/

Boost Software License 1.0. © 2026 Cydral Technology, France.


https://github.com/Cydral/Dlib-Transformer-extensions
https://cydral-technology.eu/en/research/library/
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